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Introduction
Many digital investigations deal with the theft of
intellectual property. A particularly common form of
intellectual property theft is when software
specifications in the form of source code are re-used
without permission. Unauthorized re-use can occur with
a complete program, but in many cases only parts of the
original program will have been copied. Even re-use of
small parts of an original can constitute an
infringement.

For the digital evidence specialist, investigating
source code infringement is a challenging task. In many
cases, the source code from both parties will be
available for inspection and the two sets of source code
can be compared by searching for similarities. Finding
similarities between two sets of source code is,
however, difficult when considering that each set may
contain hundreds of thousands of lines of code, and
even the smallest re-use may constitute an
infringement. Moreover, the programmer may have
changed much of the code when copying it, with the
result that finding similarities becomes even more
difficult.

Previously proposed methods for software and source
code analysis involve invoking methods from linguistic
forensics and other types of manual analysis.1 While the
current method for comparing source code is largely
based on manual analysis, there is a clear need to make
the process of source code comparison more efficient
and reliable by introducing automated methods. Such
methods would allow the investigator to find matching
areas in the two sets of source code, or areas having an
increased likelihood of constituting an infringement.
This article explores how hash analysis can be used as
an automated method in the analysis of source code
infringement.

Background
Software is written as source code. The source code is
written by the programmer, by entering instructions in
an editor. The sequence of instructions defines the
function of the program, such as taking input from the
user, performing calculations, showing output on the
screen and so on. This source code is then usually
compiled into an executable program (an executable file
causes a computer to perform tasks in accordance with
the instructions), which is distributed to the users of the
program. The source code cannot be derived completely
from the executable program.

In most software development processes, the
programmer will make many changes to the source
code during development. In this way, the programmer
gains experience with what works and what does not
work, and the quality of the program is improved. As the
software matures, it will reflect the experience and
know-how acquired during the development of the
program. Some of these experiences will be
reproducible from the programmers memory, but since
all of them are embodied in the source code, in most
cases it is much easier for the programmer to re-use the
source code itself than remaking the code from the
beginning. It is therefore desirable for any programmer
when making a new program, to re-use code from other
projects, either projects developed by himself or by
others. When this is done with the consent of the
copyright holder of the original source code, such code
re-use promotes efficiency and reliability and is highly
desirable. When done without consent however, the re-
use constitutes an infringement, establishing liability on
the part of the programmer and his employer, if
employed.

The most common reason for a programmer to want
to re-use code from a program without consent is a
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desire to reduce the amount of work associated with
software development. By using code developed by
others, the programmer reduces the work required with
development, debugging and testing. To do this, the
programmer needs the source code of the program he
wishes to copy from. This source code can be obtained
in a number of ways. Perhaps the most common type of
source code infringement is where an employee copies
source code when he leaves a company and re-uses it in
his new job or business. Another example is where the
source code has been published, but the right to
republish in other forms has not been granted. A typical
example is the case of the re-use of open source code
without adhering to the conditions set out to re-use the
code. A common requirement for re-using source code
from open source projects, is for all the new source
code in the project to be published as well. Any re-use
without adhering to this requirement is an infringement.
Further, some investigations involve industrial
espionage. It may, for example, be the case that source
code is stolen by computer intrusion, and the code has
been re-used to simplify the development of a
competing product.

In cases involving the theft of source code, the
investigator often needs to compare two different sets
of source code, one belonging to the originator, and one
belonging to the alleged infringer. Comparing two sets
of source code can be an exceedingly difficult task,
since each of the sets may contain hundreds of
thousands of lines of code, and the infringing part may
consist of only a few hundred lines. The code may also
have been changed extensively from the original, so
that it can be difficult to notice the infringing portions of
code.

Hash analysis
A digital hash is a checksum computed from an input
text using a cryptographic hashing algorithm. The hash
has a fixed length regardless of the length of the input
text, and is computed in such a way that even the
slightest modification of the input text will result in a
completely different hash. Thus for all practical
purposes, if the hash of two different input texts are
equal, then the input texts are equal as well.

The current use of hash analysis in digital forensics is
for the most part based on computing the hash for each

file in a set of files.2 Since it is much easier for a
computer to sort and compare a list of hashes than a list
of files, this makes it simpler to find files with equal
content among a large number of files. The hashes can
then be used to identify files that are illegal to possess,
such as images of child exploitation. The investigators
can quickly identify images that are already known to be
images of child exploitation, without having to look
through each and every image. Another common use of
hashes in digital forensics is to exclude known files for
analysis. For example all files belonging to the Windows
operating system could be excluded, thereby reducing
the workload when looking for the suspect’s activities.

A good hashing algorithm has an even distribution
function, which means that given a random input, no
resulting check sum is more likely than any other.
Further, a good hashing algorithm is required to avoid
collisions. Since the output of a hash function has a
fixed length, and the input length is arbitrary, it is
theoretically impossible to make a hash function that
never produces the same output with two different input
texts. But with a good hashing algorithm, it is
impossible to engineer an input text that will produce
the same hash as a different input text. If this objective
is fulfilled, it is impossible to create a meaningful input
text with the same hash as another meaningful input
text.

The most common currently used hashing algorithms
are MD5 and SHA1. Both algorithms have been shown
to have weaknesses.3 These weaknesses do not,
however, imply that different meaningful texts can be
created with the same hash. Therefore, in the context of
using hashes for identification in digital forensics, these
weaknesses have a limited effect.4

Line based hash analysis
In the comparison of two different sets of source code, it
would be useful to utilize hash analysis for the
identification of parts of the alleged infringing program
that could be identical to parts of the original program.
Such an analysis would allow the initial analysis for
such comparisons to be performed automatically,
something that would greatly simplify the further
comparison of the two different sets of source code.

When analyzing source code, hashes can be used to
identify equal portions of code. The first question to be
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determined when using hash analysis on source code is
how to divide the source code into portions to be
hashed. A clear possibility is to hash files. Any findings
based on this methodology would then require that a
complete file is equal in the two source code sets. Even
the slightest change in the file after it has been copied
to the infringing program would result in a different
hash for the file, and the similarity between the files
would go unnoticed. A different approach would be to
do a hash analysis on line-level or even on word level in
the source code file. A problem with a word-level
approach is that since it would report every equal word
in the two source code sets, it would produce a large
number of false hits – hits where the equality of two
words did not necessarily imply that the code was
stolen. This is especially true for source code, where the
syntax is dictated by the programming language
involved.

In this work, it is proposed to use line based hash
analysis for such comparison. In this approach, a hash
for each and every line of source code in both source
code sets is computed. The hashes can then be sorted,
and hashes occurring in both sets can be isolated. The
hashes occurring in both sets represent ‘hits’, meaning
that particular lines of code can be found in both sets of
source code, both the original code set and the alleged
infringing code set. With a line based hash analysis
approach, it is to be expected that some of the hits will
represent false positives – lines of code that does not
imply that copying has occurred. Typical examples
would be empty source code lines, or lines containing
keywords required by the programming language
syntax or convention to appear on their own line. On the
other hand, a line based approach provides an
opportunity to discover more complex lines or source
code that if found to be equal in the two sets of source
code, would indicate that the two sets have a common
source.

Line hash initial experiment
To perform an initial assessment of line hashing as a
tool for source code comparison, an experiment was
performed with two sets of source code known to have
different origins and without any copied code from one
set of source code to the other, but programmed in the
same programming language, Java. Set one comprised
of 215 files of Java code with a total of 60000 code lines.
Set two comprised of 45 files of Java code with a total of
10000 code lines. The two code sets can be

characterized as fairly typical Java development
projects, where set one is significantly larger than set
two. The source code of both projects is formatted
according to common conventions among Java
developers.

The amount of work required to do a manual
inspection of the two code sets would be vast. For
example, if every code line in code set one was to be
examined for similarity with every code line in code set
two, this would require 60000 x 10000 = 600,000,000
comparisons. Such an examination would surely be
unfeasible.

The MD5 hash was calculated for each code line in
both sets one and two, and sorted the resulting hash
sums, to provide a set of check sums for each code set
where each check sum appear only once. (Thus,
duplicate code lines were removed within each code
set.) Duplicate code lines were then found by
calculating the intersection of the set of hashes from
code set one and the set of hashes from code set two.
The result was 114 hashes, representing code lines that
exist at least once in both code sets. This number of
code lines can easily be examined manually, indicating
that the huge task of comparing all lines of both sets
has been reduced to a much simpler task. Examination
of the 114 equal code lines revealed that they were all
related to words dictated by the syntax of the Java
programming language, which by convention was
placed on their own line.

As expected, the examination did not produce any
result indicating that source had been copied from one
project to another. The experiment showed how line
hashing can make comparison of all source lines in two
projects feasible.

Source code comparison in a real case 
Based on the results in the initial experiment, a similar
method was used in a real case of alleged source code
infringement. It was possible to obtain two different
sets of source code used in two different systems
belonging to each of the parties in the alleged
infringement investigation. In this case, most of the
alleged infringing source code had been developed by a
consultant who had previously been employed by the
other party. The allegation was that the employee had
copied parts of the source during his consultant
assignments.

The two sets of source code were both programmed in
the programming language PL/SQL for the Oracle
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database system. Set one consisted of 614 files with a
total of 97717 code lines. Set two (the alleged infringing
code set) consisted of 598 files with a total of 62035
code lines. As with the initial experiment, a manual
comparison of these large sets of code would be
infeasible.

The MD5 hash was calculated for each code line in
both sets one and two, and sorted the resulting hash
sums, producing a set of check sums for each code set
where each check sum appear only once. Duplicate
code lines were then found by calculating the
intersection of the set of hashes from code set one and
the set of hashes from code set two. The result was 1031
hashes, representing code lines that exist at least once
in both code sets. The code lines represented by these
1031 hashes were examined manually. As in the initial
experiment, some of the duplicate code lines were code
lines representing language syntax and convention. But
in this case, many of the duplicate lines also contained
named entities such as variable names, table names
and column names. On closer examination of the files in
which these duplicates were found, it was determined
that entire sections of code in code set two was equal to
sections in code set one. Some of the source lines in
these sections had been changed, by changing variable
names and function names. Many of the other code
lines were, however, unchanged. These sections also
contained comments (which are not subject to
programming language syntax) with identical wording,
and in some cases even identifying the name of the
programmer and date the section was programmed.
With these results, there could be no doubt that these
sections had a common origin in the two different sets
of source code. Further, since the code contained
functionality that was typical for one of the source code
sets, and the named programmers had worked for one
of the parties, it could be concluded that the sections in
question had been copied from one of the source code
sets to the other.

Evaluation
The experiments described above show that line
hashing can be a valuable tool when investigating
alleged source code infringement, by allowing the
investigator to compare all code lines in two different
sets of source code simultaneously. The investigator can
use this technique to find duplicate lines and can then
assess the duplicates to determine if they indicate that
source code was copied.

In using this technique, it is important to understand

that quantitative analysis of the results has limited value.
The number of duplicates does not by itself indicate if
there is a source code infringement or not. As already
mentioned, duplicates may arise from syntax and
conventions in the programming language. Such
duplicates do not indicate source code infringement, and
the number of such duplicates may vary with the
language used. Further, it may be the case that both
projects have included source from other projects that
may not constitute infringements. It is therefore
necessary to manually inspect the duplicate source code
lines to assess if they represent an infringement or not.

The proposed method can assist in finding duplicate
source code lines. Since the method reports exact hash
matches, only exact duplicates will be detected. Only a
slight change in source code will result in a line not
being reported as a duplicate. This will occur if, for
example, the programmer has changed variable names,
function names or made other small changes to source
code. However, as indicated by the results set out
above, if source code has been copied, there will usually
be a significant number of unchanged code lines. When
the investigator inspects these duplicates, he will also
see the source lines between the duplicates, and can
then manually determine if these are code lines from
the original with only minor changes.

Conclusion
Two sets of source code can be investigated for source
code infringement by calculating a hash checksum for
each code line, and then comparing all hashes from
both sets of source code. Line hashing is an efficient
method for finding areas of possible source code
infringement. In order to conclude whether source code
is infringing or not, a manual analysis of the results of
line hashing has to be performed.
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